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ABSTRACT: Large language models (LLMs) used in healthcare administrative workflows often fail
because the context they receive is incomplete, not because the model lacks capability. In prior
authorization, a retrieved document set can be topically relevant yet still miss the evidence that a
payer policy requires. Physicians report completing about 45 prior authorizations per week and 94%
report associated care delays, so reliable automation matters. This paper presents PRISM (Probabilistic
Reasoning through Intelligent Situational Modeling), a Dynamic Context Engineering (DCE) framework
that runs as pre-inference middleware between healthcare data systems and an LLM. PRISM composes
six mechanisms: Context Evidence Sufficiency scoring (CES), a Clinical Criteria Chain (CCC), Criteria-
Seeded Gap retrieval (CSG), Context Mutation Tracking (CMT), Adversarial Context Hardening (ACH),
and Uncertainty-Governed Escalation (UGE). Together they check a context bundle against policy
requirements, retrieve missing evidence, record every transformation, and escalate when context quality
is insufficient. On 1,200 synthetic prior authorization cases authored against InterQual 2024 criteria,
PRISM reaches a determination F1 of 0.912 against 0.769 for dense retrieval with chain-of-thought
prompting (18.6% relative improvement) and 0.710 for BM25 retrieval (28.5%), and lowers context
brittleness from 0.158 to 0.049 (69.0%). Because the cases and the PRISM policy templates share
one source, these results are an upper-bound estimate that requires confirmation on independently
annotated and real-world data.

KEYWORDS: Context engineering, large language models, retrieval-augmented generation, prior
authorization, healthcare administrative AI, uncertainty quantification, evidence graphs, adversarial
robustness, regulatory compliance, agentic AI

1. Introduction

Natural language processing can, in principle, parse
clinical notes, match documented evidence against payer
coverage criteria, identify documentation gaps, and recom-
mend coverage determinations faster and more consistently
than manual review. In practice, deployed systems under-
perform laboratory benchmarks, and a common failure
lies in the context supplied to the model rather than in its
parametric knowledge or general reasoning ability.

The administrative burden is large. Physicians report
completing about 45 prior authorizations per week, con-
suming nearly two business days of physician and staff
time, and 94% report that prior authorization delays care [1].
A federal audit found that 13% of prior authorization re-
quests denied by Medicare Advantage organizations met
Medicare coverage rules [2], and administrative complexity
accounts for an estimated $266 billion of the $760 to $935
billion in annual U.S. health care waste [3].

Healthcare administrative decisions rest on three kinds
of evidence: clinical evidence (diagnoses, procedure his-
tory, laboratory values, imaging), policy criteria (InterQual,
MCG, or payer-specific coverage logic), and documentation
standards that map clinical evidence to policy satisfaction.

Each is spread across separate systems, changes on its own
schedule, and must be assembled into a coherent bundle
before reasoning can begin. Retrieval-augmented gener-
ation (RAG) retrieves documents; it does not assemble
policy-sufficient bundles. This distinction is the central
problem addressed here.

1.1. The Context Assembly Problem

Let a prior authorization case X be defined by a
procedure code p, a patient clinical profile E, and a
payer policy criterion set Πp. A coverage determination
d ∈ {approve,deny,pend} can be made correctly only if

d fC where C ⊇ C∗p

and C∗p is the minimal sufficient context for policy Πp.
Standard RAG produces a bundle C ranked by topical sim-
ilarity to X, without verifying that C ⊇ C∗p. The result is
systematic under-coverage: retrieved bundles are topically
relevant but incomplete with respect to the policy.

1.2. Three Structural Failure Modes

Context fragmentation: clinical evidence is scattered
across disconnected systems (electronic health record notes,
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imaging, laboratory results, authorization history), so the
bundle lacks the evidentiary chain that a human reviewer
builds implicitly. Missing evidentiary linkage: policy crite-
ria form dependency chains, yet RAG retrieves evidence
items without the links between them. A confirmed L4-
L5 herniation is necessary but not sufficient without the
chain from diagnosis through conservative-care failure to
surgical indication. Overconfident decisions: on ambiguous
documentation, LLMs can emit high-confidence outputs
that hide evidence gaps, and reviewers cannot audit them
because the evidentiary basis is not exposed.

1.3. Research Gap

Existing work improves retrieval relevance, reasoning
over a given context, or output-level uncertainty (Section 3).
None of these treats the policy-defined minimal sufficient
context C∗p as an explicit target that is checked before infer-
ence. Corrective and self-reflective RAG judge retrieved
passages against the query, graph RAG organizes a corpus
by topic, and uncertainty methods measure the model’s
output. No existing method combines (i) a sufficiency
check against a policy checklist, (ii) an explicit dependency
structure over the evidence, (iii) retrieval targeted at the
specific missing elements, (iv) a tamper-evident record
of context changes, and (v) escalation driven by context
deficits rather than model confidence. Table 1 summarizes
this gap, and PRISM is designed to fill it.

1.4. Contributions

PRISM intercepts the raw context bundle before LLM
inference, passes it through six stages, and delivers a
structured, uncertainty-annotated context object to the
reasoning layer. It builds on two prior streams of work.
AURELIUS showed that uncertainty-aware hierarchical
multi-agent reasoning with threshold-governed escalation
improves safety and calibration in clinical AI [4]. U.S. Patent
No. 12,475,154 B1 described an AI field-service assistance
architecture that combines contextual retrieval, vectoriza-
tion, adaptive optimization, and real-time context delivery
at the point of dispatch [5]. PRISM applies these ideas to
the context object itself. The contributions are:

• Dynamic Context Engineering as a pre-inference layer
for healthcare administrative AI, complementary to
prompt engineering and model fine-tuning.

• Six specified mechanisms (CES, CCC, CSG, CMT, ACH,
UGE), each with pseudocode or equations and the oper-
ating parameters used.

• A worked case study tracing a lumbar spinal fusion
authorization through the full pipeline.

• An evaluation on 1,200 synthetic cases with an 18.6%
relative F1 improvement over dense retrieval with chain-
of-thought prompting, a per-mechanism ablation, and
an explicit statement of the dataset’s limits.

• A compliance mapping relating each mechanism to
CMS, ONC HTI-1, and HIPAA requirements.

2. Problem Formalization

Let C denote the context object for an administrative
case, defined as the tuple

C ⟨D,G, σ, q, κ⟩ (1)
where D {d1, . . . , dn} is the document set, G V, E,w

is the criteria-dependency graph over clinical entities,
σ : D→ 0, 1 is a provenance confidence function, q ∈ 0, 15

is the quality vector (completeness, consistency, linkage
density, temporal coherence, source authority), and κ ∈ 0, 1
is the aggregate context confidence.

A context object is inference-ready if and only if

κC ≥ τv and CESC ≥ τCES and ∆D ∅ (2)

where τv is the vertical-specific escalation threshold,
τCES is the minimum sufficiency score, and ∆D is the set of
required but missing documentation elements. When (2)
does not hold, PRISM routes the case through a remediation
pathway before inference.

Standard RAG produces the approximation

CRAG ⟨Dk, ∅, σ, 0, κ⟩
where Dk is the top-k retrieved documents, no depen-

dency graph is built, σ is an uncalibrated retrieval score,
no quality vector is computed, and κ reflects retrieval rank
only. Transforming CRAG into a context object that satisfies
(2) is the problem PRISM addresses. A suitable framework
should provide:

1. Completeness verification: check whether retrieved context
satisfies policy-mandated documentation requirements.

2. Explicit evidentiary structure: make the chain from diag-
nosis to coverage criteria explicit and traversable.

3. Uncertainty propagation: map context quality deficits to
reduced decision confidence.

4. Auditability: keep a tamper-evident record of all context
transformations.

5. Adversarial robustness: keep determinations stable under
realistic manipulation of the documentation bundle.

3. Related Work

Retrieval-augmented generation in medicine. RAG [6] is
widely used in clinical NLP for decision support [7], med-
ical coding [8], and summarization [9]. Domain-adapted
models such as HuatuoGPT [10] and Med-PaLM 2 [11]
improve factual accuracy. Recent work benchmarks med-
ical RAG across corpora and retrievers [12] and grounds
clinical answers in cited sources [13]. These systems are
information-seeking: they retrieve passages relevant to a
question and do not test whether the retrieved set satisfies
a policy checklist.

Corrective, self-reflective, and graph RAG. Self-RAG trains
the model to decide when to retrieve and to critique re-
trieved passages [14], and Corrective RAG (CRAG) adds
a retrieval evaluator that triggers further retrieval when
passages look unreliable [15]. GraphRAG builds an en-
tity graph over a corpus to answer global questions [16],
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and Medical Graph RAG applies graph retrieval to clinical
evidence [17].

Agentic AI and context engineering. Agentic RAG lets
an LLM plan and call retrieval tools iteratively [18], and
multi-agent systems such as MedAgents [19] and MDA-
gents [20] coordinate several LLM roles for medical reason-
ing. MedAgentBench evaluates agents that act on a virtual
record through FHIR (Fast Healthcare Interoperability Re-
sources) interfaces [21]. A recent survey frames context
engineering as the systematic design of what enters the
context window [22], and long-context studies show that
models use information unevenly depending on its posi-
tion [23]. Prompting methods, including chain-of-thought
(CoT) [24], self-consistency [25], least-to-most [26], Constitu-
tional AI [27], AutoPrompt [28], DSPy [29], and ReAct [30],
assume the bundle is adequate. PRISM governs the context
object before any prompting strategy applies.

Uncertainty. Calibrated uncertainty is well studied in
clinical prediction [31], and uncertainty-based referral of
cases to radiologists has been shown to improve screening
performance [32]. For LLMs, semantic entropy detects
confabulation from output variability [33], and confidence
elicitation studies show that verbalized confidence is often
miscalibrated [34]. AURELIUS used threshold-governed
escalation on model uncertainty and reached AUROC 0.952
on MIMIC-IV [4]. UGE moves this upstream: escalation
depends on context quality, evidentiary linkage, and adver-
sarial stability rather than model output alone.

Causal notation, robustness, and compliance. CCC bor-
rows directed-graph notation from causal inference [35, 36]
and relates to work on LLMs and causal reasoning [37],
but it does not estimate causal effects (Section 6). Adver-
sarial studies of NLP target generic perturbations such
as misspellings, word substitutions, and universal trig-
gers [38, 39, 40], while ACH targets the authorization
decision with clinically plausible documentation manip-
ulations. ONC HTI-1 [41] and CMS prior authorization
rules [42, 43] set transparency and documentation expecta-
tions that CMT addresses through lineage recorded during
processing rather than added afterwards.

Table 1 compares representative approaches on the five
properties listed in Section 2 plus targeted gap retrieval.

4. PRISM Architecture

PRISM is a typed middleware layer between health-
care data systems and LLM inference, implementing the
transformation

P : Craw → Cstructured (3)

whereCraw ⟨Dretrieved, ∅, σ, 0, κ⟩ is the unprocessed RAG
output and Cstructured satisfies (2).

Data ingestion covers three source categories
aligned with FHIR R4 resource types: clini-
cal documents (DocumentReference, DiagnosticReport,
ClinicalImpression), administrative records (Claim,
ClaimResponse, Coverage), and policy artifacts (payer pol-
icy documents, InterQual criteria tables, formulary data).
Parsing of ASC X12 270/271 eligibility and 278 services-
review transactions supplies electronic data interchange

(EDI) case metadata. The six mechanisms form a directed
pipeline:

Craw
CES
−−−→ C1

CCC
−−−→ C2

CSG
−−−→ C3

CMT
−−−−→ C4

ACH
−−−−→ C5

UGE
−−−−→ Cstructured

(4)

Each stage emits one of four directives: proceed (pass
Ci on), augment (invoke CSG before proceeding), escalate
(route to human review with an uncertainty report), or
reject (stop and return a deficiency report). Figure 1
shows the arrangement.

Healthcare
data systems

CES sufficiency scoring

CCC criteria chain

CSG gap retrieval

CMT lineage hash

ACH hardening

UGE escalation

LLM inference engine

Craw

Cstructured

augment

Deficiency
report (reject)

Reviewer
queue (es-

calate)

Figure 1: PRISM as a pre-inference middleware layer. A raw bundle Craw
from FHIR R4 and X12 sources passes through the six stages to the LLM as
a structured object Cstructured. A stage may invoke gap retrieval (augment),
route to a reviewer (escalate), or return a deficiency report (reject).

PRISM runs on Azure Kubernetes Service (AKS) with
namespace isolation per deployment vertical, each mecha-
nism an independently scalable pod. The CMT hash chain
is persisted to an append-only Cosmos DB collection un-
der a write-once-read-many (WORM) policy. CSG issues
FHIR R4 queries through an API Management gateway
under OAuth 2.0 with SMART on FHIR, and UGE routes
escalations to a reviewer queue as FHIR Task resources.

5. Context Evidence Sufficiency (CES)

An X12 278 request may carry as few as three elements
(procedure code, diagnosis code, date of service), whereas a
complete bundle adds clinical notes, imaging or laboratory
evidence, a dated conservative-care history, a functional
limitation assessment, and a necessity attestation. CES
measures how far a bundle is from the minimum suffi-
cient context for its procedure category. CES is a weighted
sufficiency score; it is not an information-theoretic entropy.

CES is a weighted average of five quality dimensions,
and Algorithm 1 gives the scoring and routing procedure:

CESC αCcomp βCcons γClink δCtemp ϵCsource (5)

The components are: completeness Ccomp
|Davailable ∩ Drequired||Drequired|; consistency Ccons
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Table 1: Comparison of PRISM with existing approaches

Approach Main limitation for prior authorization Co Gr Ga Au Ad Es

Standard and dense
RAG [6, 44]

Top-k similarity; no check against policy
criteria

× × × × × ×

CoT, ReAct,
DSPy [24, 30, 29]

Reasons over a given bundle; no sufficiency
target

× × ◦ × × ×

Self-RAG,
CRAG [14, 15]

Re-retrieval judged against the query, not a
policy checklist

◦ × ◦ × × ◦

GraphRAG,
Medical Graph
RAG [16, 17]

Topical entity graph, not a policy
dependency structure

× ✓ × × × ×

Medical
RAG [12, 13]

Cited answers, but information-seeking, not
adjudicatory

× × × ◦ × ×

Clinical LLM
agents [19, 20, 21]

Multi-agent or FHIR tool use; no sufficiency
gate or lineage

× × ◦ × × ×

LLM
uncertainty [33, 34]

Measures model output, not context deficits × × × × × ◦

AURELIUS [4] Escalation driven by model uncertainty, not
context

× × × ◦ × ✓

PRISM (this work) Evaluated on synthetic data only ✓ ✓ ✓ ✓ ✓ ✓

✓ supported, ◦ partial, × absent. Co: policy completeness check; Gr: evidence dependency graph; Ga: retrieval targeted at missing elements; Au: tamper-evident audit
lineage; Ad: adversarial hardening; Es: context-driven escalation.

(︂
n
2

)︂−1
i< j agreedi, d j, the mean pairwise agreement under

a contradiction-detection model; linkage density Clink
min1, |linkage_spans|nrequired, the share of required evi-
dence links supported by explicit connective phrases
found by dependency parsing; temporal coherence Ctemp
1 − |temporal_violations||temporal_pairs|; and source au-
thority Csource, a four-tier provenance prior (attending at-
testation 1.0, specialist 0.85, referring provider 0.65, patient-
reported 0.40).

The default weights are α 0.30, β 0.20, γ 0.20, δ 0.15,
ϵ 0.15. In deployment they are refit per authorization type
as payer criteria change. The weights were calibrated on
a labeled historical case cohort and were held fixed for all
experiments in Section 12.

Algorithm 1: Context evidence sufficiency scoring
Input: Raw context Craw, procedure type p,

threshold τCES
Output: Annotated context C1, directive δ1
Dreq ← LoadCriteria(p)
Compute Ccomp,Ccons,Clink,Ctemp,Csource over Craw
CES← αCcomp βCcons γClink δCtemp ϵCsource
Append CES to q in C1
if CES ≥ τCES then

δ1 ← proceed
else if Ccomp < 0.50 then

δ1 ← augment // activate CSG
else if Ccons < 0.40 then

δ1 ← escalate // contradictory evidence
else

Generate a deficiency report listing low q entries
δ1 ← reject

end

return C1, δ1
The threshold τCES 0.62 was selected on a 30-day opera-

tional calibration cohort that is separate from the synthetic
evaluation, where CES routing agreed with human re-
viewer dispositions in 89.4% of cases.

6. Clinical Criteria Chain (CCC)

Coverage criteria for complex procedures form depen-
dency chains. InterQual 2024 criteria for lumbar spinal
fusion, for example, require a confirmed disc diagnosis at
a level, attributable radiculopathy or myelopathy, failure of
conservative treatment over a minimum duration, absence
of contraindications, and a validated functional limitation
score. CCC makes this chain explicit and inspectable.

Let V be a set of clinical entity nodes: diagnoses (Vdx),
procedures (Vpx), medications (Vrx), laboratory and imag-
ing values (Vlab), policy clauses (Vpol), and outcomes (Vout).
Edges E ⊆ V×V are identified in three ways: (i) dependency
parsing of connective spans in clinical notes, (ii) traversal of
the MeSH and SNOMED CT hierarchies for known clinical
relationships, and (iii) lookup in a payer-specific policy
graph that maps coverage criteria to required evidence
nodes.

GCCC V, E, w (6)

The weight wu, v is the geometric mean of the parsing
confidence, ontology support score, and policy match score
for edge u, v. These weights measure how confidently a
required evidentiary link is documented. They are not
causal effect estimates, and CCC makes no interventional
claim. Edges with wu, v < τedge 0.40 are kept but flagged
as speculative, telling the LLM that the link is unconfirmed.

Given the policy-mandated dependency graph G∗p for
procedure p and the constructed graph GCCC, the criteria
gap is
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∆G EG∗p \ EGCCC. (7)

|∆G| 0 is a necessary but not sufficient condition for
approval. When |∆G| > 0, the gap edges seed CSG retrieval.
When |∆G| > τ∆G 3, the case is escalated regardless of CES,
because a gap of this size is unlikely to be closed by retrieval
alone.

7. Criteria-Seeded Gap Retrieval (CSG)

Many avoidable denials stem from documentation that
exists in the record but was left out of the submitted bundle.
CSG asks which documentation, if retrieved, would make
the bundle meet the policy. The question is counterfactual
in form, but the mechanism is targeted retrieval: CSG issues
queries for existing records and never generates clinical
content. The missing set is

∆D Drequired \ Davailable. (8)

For each element d ∈ ∆D, CSG issues a FHIR R4 query
for the most probable resource type for that element class,
parameterized by patient identifier, a date range derived
from the surrounding criteria chain, and SNOMED CT or
LOINC codes for the required evidence type.

A coverage assessor checks whether each returned re-
source satisfies the policy element at the semantic level, not
only the resource-type level. A DiagnosticReport for a
lumbar magnetic resonance imaging (MRI) study that does
not show disc herniation is a partial match, and the element
stays in ∆D with an insufficient annotation.

After retrieval, C3 C2 ∪ Dretrieved and CES is recom-
puted. If the new score meets τCES, processing proceeds.
Elements still missing after retrieval are marked confirmed-
absent, which instructs the LLM to acknowledge the gap
rather than reason across it. Section 13.4 reports retrieval
outcomes.

8. Context Mutation Tracking (CMT)

The ONC HTI-1 Final Rule sets transparency and source-
attribute requirements for decision support interventions
in certified health IT [41]. CMS rules require that prior
authorization denials state specific reasons and that the pro-
cess be documented and reviewable [42, 43]. The HIPAA
Security Rule (45 CFR 164.312(b)) requires audit controls
for systems that handle electronic protected health infor-
mation (ePHI). CMT supports all three with one lineage
mechanism.

Each transformation of the context bundle is recorded
as

Ti ⟨type, stage, agent,delta, ces_before, ces_after, ts⟩

where type is one of augment, prune, rerank, annotate,
or retrieve, agent is the PRISM mechanism that made the
change, delta lists the document identifiers added or re-
moved, and ts is a UTC timestamp from a trusted time
source. The records form a hash chain

Hi SHA-256(︁canonicalTi∥Hi−1
)︁ (9)

with H0 seeded from the hash of the X12 278 transaction
identifier, linking the initial submission to the final context
object.

The chain is exposed through a FHIR R4 AuditEvent
endpoint, so appeals reviewers and regulators can recon-
struct the exact context object the LLM received and the
sequence of transformations that produced it.

9. Adversarial Context Hardening (ACH)

ACH assumes an administrative rather than a technical
adversary: a submitter under revenue pressure who knows
payer coverage criteria and seeks a bundle that maximizes
approval probability with weaker clinical evidence than
the criteria require. The perturbation setA has four cate-
gories: severity inflation, replacing an ICD-10 code with a
higher-acuity adjacent code (for example M51.16 to M51.06)
without supporting imaging; temporal manipulation, reorder-
ing treatment events to suggest conservative-care failure;
policy keyword insertion, adding approval-criteria phrases
(such as “failed 6 weeks of conservative treatment”) that
the clinical evidence does not support; and source spoofing,
relabeling low-authority documents with high-authority
authorship.

For a batch of N perturbations, robustness is

RACHC
|{i : aCperturbed

i aC}|

N
(10)

where a· is the coverage determination. Contexts with
RACH < τACH 0.75 are routed for additional scrutiny and
excluded from autonomous determination. In evaluation,
PRISM reached RACH 0.847 against 0.631 for BM25 RAG.

10. Uncertainty-Governed Escalation (UGE)

UGE follows an AURELIUS principle [4]: in safety-
critical decisions, declining to decide autonomously has
value, because a wrong autonomous determination costs
more than routing to a human reviewer. PRISM decom-
poses context uncertainty into three sources. Completeness
uncertainty is the normalized shortfall of CES below its
threshold:

Ucomp max
(︄
0,
τCES − CES
τCES

)︄
.

Linkage uncertainty is the share of speculative edges in
GCCC, where E counts confirmed edges:

Ulink
|Especulative|

|E| |Especulative|
.

Adversarial uncertainty is the ACH robustness deficit:

Uadv max0, τACH − RACH.

The aggregate uncertainty is

Uq λ1Ucomp λ2Ulink λ3Uadv (11)

with λ1 0.50, λ2 0.30, λ3 0.20, held fixed for all re-
ported experiments. The context confidence is κq 1 − Uq,
and for a vertical-specific threshold τv the decision rule is
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a∗q

⎧⎪⎪⎪⎨⎪⎪⎪⎩arg maxa Pra | Cstructured, κq ≥ τv

escalateq, Uq, reason, κq < τv.
(12)

Thresholds rise with clinical consequence across the
four deployment verticals: health plans and payers (HHP)
τ 0.80, providers (HPR) τ 0.85, medical technology (HMT)
τ 0.88, and life sciences (HLS) τ 0.90. Prior authorization
falls under HHP. The payload reason lists the uncertainty
sources that triggered escalation, so a reviewer can examine
those items instead of re-adjudicating the whole case.

11. Clinical Case Study: Lumbar Spinal Fusion Autho-

rization

We trace a lumbar spinal fusion case (CPT 22633)
through the pipeline. The bundle contains an X12 278
transaction (ICD-10 M51.16, CPT 22633, date of service), an
outpatient note from the referring provider documenting
low back pain with left-leg radiculopathy, and an MRI
report confirming L4-L5 disc herniation with moderate
foraminal stenosis.

CES loads the InterQual lumbar fusion template. Of five
required element classes, only the diagnosis and radiculopa-
thy are present; the conservative-treatment record, the func-
tional limitation score, and the surgical-risk clearance are
absent. With Ccomp 0.40, Ccons 0.91, Clink 0.30, Ctemp 0.88,
and Csource 0.65, (5) gives CES 0.59 < τCES 0.62, and since
Ccomp < 0.50, CES emits augment.

CCC builds the policy graph for CPT 22633. The link
herniation → radiculopathy is present (w 0.87), while
radiculopathy→ conservative failure and conservative fail-
ure→ surgical indication are absent (|∆G| 2). These gaps
seed CSG with the conservative-treatment record and the
functional limitation assessment. CSG queries FHIR R4
resources (SNOMED CT 229070002 for physical therapy,
RxNorm 41493 for nonsteroidal anti-inflammatory drugs)
over a 12-month window and returns six physical therapy
visits across 8 weeks, a medication fill history, and a chiro-
practic referral. The radiculopathy→ conservative failure
link is now supported, but its weight falls below τedge, so it
is flagged speculative. The Oswestry Disability Index (ODI)
or visual analog scale (VAS) assessment is not found and
is marked confirmed-absent, so |∆G| 1. Recomputing with
Ccomp 0.60, Clink 0.67, and Csource 0.72 gives CES 0.74,
which clears τCES. Figure 2 shows the resulting chain.

CMT records the template load, the CES annotation,
and the CSG augmentation as H3 SHA-256canonicalT3∥H2.
ACH yields RACH 0.81 > τACH, so Uadv 0. CES is above
threshold, so Ucomp 0. One of the three chain links (MRI
→ herniation, herniation→ radiculopathy, radiculopathy
→ conservative failure) is speculative, so Ulink 13 and
Uq 0.30 × 13 0.10. With κ 0.90 > τHHP 0.80, UGE emits
proceed. Given the retrieved documents, the annotated
graph, and the quality vector, the LLM returns pend: con-
servative treatment is documented and surgical-indication
criteria are partly met, but the functional limitation assess-
ment is missing, so it requests an ODI or VAS score. The
outcome is a targeted, auditable pend instead of a blanket
denial or an overconfident approval.

Figure 2: Clinical criteria chain for the lumbar spinal fusion example.
Plain nodes are present in the submitted bundle, the blue node is re-
covered by gap retrieval, and the red dashed node is confirmed absent.
The remaining gap, a missing functional limitation assessment, blocks a
complete surgical-indication chain and yields a targeted pend rather than
a denial.

12. Experimental Setup

12.1. Dataset Generation and Annotation

The corpus contains 1,200 synthetic prior authorization
cases in four procedure categories with 300 cases each:
lumbar spinal fusion, knee arthroplasty, advanced imag-
ing, and specialty pharmaceuticals. Synthetic data was
used because real authorization bundles contain protected
health information and payer-proprietary decisions. Cases
were produced in four steps.

1. Criteria extraction. For each category, a three-member
panel of clinical informaticists encoded the InterQual
2024 criteria as a required-element list and a dependency
graph G∗p.

2. Completeness assignment. Each case was assigned a com-
pleteness stratum matching the distribution observed
at a large U.S. commercial payer: 35% complete, 40%
partially complete, and 25% substantially incomplete.
Elements were removed at random within the stratum’s
range.

3. Document authoring. The panel prepared the X12 278
metadata and clinical documents (notes, imaging re-
ports, medication and therapy histories) for the elements
retained in each case.

4. Labeling. Each case received a ground-truth determi-
nation (approve, deny, or pend) and a gap annotation
listing the missing required elements, assigned by the
panel against the InterQual 2024 criteria.

A 720-case test set (180 per category) was held out, and
all results below are reported on it.

Shared-schema risk. The PRISM policy templates and
the case labels both derive from InterQual 2024, so PRISM
may benefit from sharing the annotation schema with the
cases. The baselines see the same policy text but not the
structured templates. The size of this effect is not measured
in this study and is discussed in Section 15.
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12.2. Baselines

Every baseline uses a GPT-4-class LLM and draws on
the same per-case document pool, which holds the case
documents plus the applicable policy text. The baselines
are:

1. LLM-only: the X12 metadata and policy text, without
retrieval of clinical documents.

2. BM25 RAG: BM25 keyword retrieval of the top 5 docu-
ments.

3. Dense RAG: BioBERT [44] embedding retrieval of the top
5 documents.

4. Dense RAG + CoT: dense retrieval with chain-of-thought
prompting [24].

PRISM was evaluated as a full pipeline and in six abla-
tions that each remove one mechanism.

12.3. Metrics

Determination F1 compares each system’s determination
(approve, deny, or pend) with the ground-truth label over
the test set; precision and recall are reported alongside it.

Relative improvement over baseline b is F1PRISM − F1bF1b.
For example, 0.912 − 0.7100.710 28.5% against BM25 RAG
and 0.912 − 0.7690.769 18.6% against Dense RAG + CoT.

Context brittleness is the rate at which a system’s de-
termination changes when routine context engineering
operations are applied to the bundle:

B
1
|T | x∈T

1
|Px| x′∈Px

1
[︁
ax′ , ax

]︁ (13)

where T is the test set and Px is the set of variants of case
x produced by systemic context engineering operations:
pruning, which removes documents from the bundle, and
compaction, which condenses document content to fit the
context budget. Pruning removes only documents outside
Drequired, and compaction preserves every required evi-
dence element, so the correct determination is unchanged
in every variant and any change counts as brittleness. These
are operations that any production pipeline applies to con-
text, not attacks.

Brittleness and RACH in (10) therefore measure different
things and are not complements. Brittleness is measured on
pruning and compaction variants and is reported for every
system. RACH is measured on the adversarial setA (severity
inflation, temporal manipulation, policy keyword insertion,
and source spoofing), which is designed to push the de-
termination toward approval, and PRISM uses it per case
for routing. Adversarial manipulation flips determinations
far more often than pruning or compaction, which is why
PRISM has a brittleness of 0.049 but an adversarial flip rate
of 1 − 0.847 0.153. Brittleness reduction is Bb − BPRISMBb,
which gives 0.189 − 0.0490.189 74.1% against BM25 RAG
and 0.158 − 0.0490.158 69.0% against Dense RAG + CoT.

Gap-detection F1 compares the predicted missing set ∆D
with the annotated gap set, micro-averaged over cases, at
two levels: document type (for example, “imaging report”)
and specific evidence element (for example, “MRI showing
herniation at the treated level”).

13. Results

13.1. Primary Results

Table 2 reports F1, precision, recall, and brittleness on
the test set.

Table 2: Comparative evaluation on the test set (n 720)

System F1 Prec. Rec. Brittle.

LLM-only 0.611 0.584 0.641 0.218
BM25 RAG 0.710 0.698 0.723 0.189
Dense RAG 0.741 0.729 0.753 0.171
Dense RAG + CoT 0.769 0.755 0.784 0.158
PRISM (full) 0.912 0.901 0.924 0.049

Full PRISM reaches F1 0.912, a relative improvement
of 18.6% over Dense RAG + CoT (0.769), 28.5% over BM25
RAG (0.710), and 49.3% over LLM-only (0.611). Brittleness
falls by 69.0% against Dense RAG + CoT and 74.1% against
BM25 RAG. Figure 3 plots the comparison.

Figure 3: Determination F1 and context brittleness across baselines and
full PRISM on the test set (n 720).

13.2. Mechanism Ablation

Table 3 isolates each mechanism’s contribution. Remov-
ing CES causes the largest loss in F1 (−0.081) and the largest
rise in brittleness (0.033), so sufficiency gating is the most
influential mechanism. UGE’s contribution (−0.068 when
removed) is concentrated in difficult cases: on the subset
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that reviewers rated as non-obvious, removing UGE lowers
F1 by 0.114. CMT has almost no effect on prediction, as
expected, since its role is auditability.

Table 3: Ablation study: F1 and brittleness impact by module

Removed Module F1 ∆F1 Brittle. ∆Brittle.

None (full PRISM) 0.912 - 0.049 -
Remove CES 0.831 −0.081 0.082 0.033
Remove CCC 0.858 −0.054 0.061 0.012
Remove CSG 0.853 −0.059 0.068 0.019
Remove CMT 0.910 −0.002 0.050 0.001
Remove ACH 0.876 −0.036 0.072 0.023
Remove UGE 0.844 −0.068 0.063 0.014

13.3. Per-Category Performance

Full PRISM scores 0.908 on lumbar spinal fusion, 0.919
on knee arthroplasty, 0.924 on advanced imaging, and 0.897
on specialty pharmaceuticals, against 0.741, 0.782, 0.791,
and 0.763 for Dense RAG + CoT. The largest gain is in lumbar
spinal fusion (0.167), the most documentation-intensive cat-
egory, where CSG and CCC recover multi-element chains
that retrieval alone does not assemble.

13.4. Gap Retrieval and Escalation

CSG was activated in 274 of 720 test cases (38.1%). Of
these, 185 (67.5%) were fully resolved, 39 (14.2%) were
partially resolved, and 50 (18.2%) contained elements con-
firmed absent. Gap-detection F1 was 0.913 at the document-
type level and 0.871 at the evidence-element level.

At τHHP 0.80, UGE escalated 106 test cases (14.7%).
Reviewers judged 93 of these (87.7%) as warranting non-
standard disposition, so 13 escalations (12.3%) were un-
necessary. With the structured uncertainty report, review
time per escalated case averaged 8.4 minutes, against 22.1
minutes for full re-adjudication, a 62% reduction.

14. Compliance and Governance Alignment

CES and CSG support the CMS requirements that ad-
verse determinations rest on documented criteria and state
specific reasons [42, 43]. The CES quality vector and the
CCC graph supply source attribution for the decision ra-
tionale, which supports ONC HTI-1 transparency expecta-
tions [41]. CMT provides audit controls for ePHI workflows
under HIPAA 45 CFR 164.312(b). ACH helps detect doc-
umentation patterns that are inconsistent with medical
necessity, and UGE supplies the human-review triggers
that keep clinicians responsible for adverse determinations.

15. Limitations and Future Work

Synthetic data. All 1,200 cases are synthetic. They do
not reproduce the variability of real submissions, such
as unstructured notes, scanned forms that require optical
character recognition, and long attachments. The reported
numbers should therefore be read as evidence that the

mechanisms work as designed, not as an estimate of pro-
duction accuracy.

Shared schema. The case labels and the PRISM templates
both derive from InterQual 2024, which may favor PRISM
over baselines that do not see the criteria. This study does
not report inter-annotator agreement or results on cases
written without the templates. Independently annotated
cases, labeled by reviewers blind to the PRISM templates
and drawn from several payers’ policies, are needed to
confirm the gains.

Baselines. The baselines cover keyword, dense, and
chain-of-thought retrieval. Comparisons with correc-
tive RAG such as CRAG [15], graph retrieval such as
GraphRAG [16], an agent that issues FHIR queries di-
rectly [21], and a baseline given the same policy checklist
without the other PRISM mechanisms are needed to sepa-
rate the value of the checklist from the rest of the pipeline.

Real-world validation. Evaluation on de-identified pro-
duction cases, with determinations compared against final
adjudicated outcomes including appeals, is ongoing and is
the main next step.

Coverage and generality. CCC edge weighting depends
on MeSH and SNOMED CT coverage, so novel procedures
and rare diagnoses can yield low-confidence graphs. The
policy graph is calibrated against a single payer’s InterQual
implementation, and per-payer policy graphs without refit-
ting CES weights are planned. Claims adjudication, risk
adjustment data validation (RADV) audits, utilization man-
agement, and appeals share the same evidentiary structure,
and extending PRISM to them is future work.

16. Conclusion

This paper presented PRISM, a Dynamic Context En-
gineering framework that treats the context supplied to
an LLM as a governed object in healthcare administrative
AI. Its six mechanisms (CES, CCC, CSG, CMT, ACH, and
UGE) check a context bundle against policy requirements,
retrieve missing evidence, record every transformation,
resist manipulation, and escalate when context is insuf-
ficient. On synthetic prior authorization cases, PRISM
improved determination F1 by 18.6% over dense retrieval
with chain-of-thought prompting and cut brittleness by
69.0%.

PRISM does not claim to solve healthcare administrative
AI. It supports a narrower claim: that context sufficiency is
a major source of failure, that it can be engineered system-
atically, and that doing so improves accuracy and stability
without larger models. Confirming this claim on indepen-
dently annotated and real-world data, across several payers’
policies, is the priority for future work.
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